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1. Introduction 
LeanXcale is a Full SQL Full ACID database with Hybrid Transaction and Analytical Processing 
(HTAP) capabilities. On the operational side, it can scale to millions of update transactions per 
second thanks to its patented technology for scaling transactional management. LeanXcale 
addresses most of the needs for data management (see Figure 1). Let us examine each of the 
facets separately.  
LeanXcale is an ultra-scalable full ACID full SQL database. One of the main distinctive 
features of the LeanXcale DBMS is that it can scale from 1 node to 100s of nodes while 
being able to process very large update transaction rates (i.e. many millions per second). It is 
based on a radically new approach to transactional processing that provides full transactional 
data consistency while being able to scale-out to large cluster sizes. Its scalability is totally 
transparent to underlying applications: 1) Syntactically: since the database is accessed by 
means of a standard JDBC driver and Standard SQL and 2) Semantically: because it exhibits 
the same behavior and properties as any full ACID database.  

 
Figure 1: LeanXcale Data Management 

Companies are exposed today to a myriad of technologies that address subsets of their data 
management needs that they struggle to coherently and efficiently integrate. This is nothing 
new and has been experienced in the past with the adoption of operational databases and 
data warehouses. In these scenarios data needs to be copied from the operational database 
into the data warehouse by means of ETLs (Extract-Transform-Load). A lot of engineering 
hours were spent creating ETL pipelines between the operational databases and data 
warehouses. Investment in operations teams to maintain the ETL, infrastructure and software 
estate was considerable and the architecture itself tended to be fragile with many moving parts 
requiring much attention to ensure daily business analytics.   

1.1  Blending OLTP and OLAP functionalities  
LeanXcale is equipped with a powerful Online Analytical Processing (OLAP) engine. The 
OLAP engine parallelizes queries over multiple nodes to answer heavy analytical queries in 
online response times. It is based on a specialization of a patented process for processing 
queries in a streaming manner [QueryPatent]. Queries aggregate the power of multiple servers 
to rapidly answer analytical queries. The OLAP engine works over the operational data, 
this is made possible because of the ultra-scalability of the transactional processing. This 
combination of cutting edge technologies enables LeanXcale to deliver real-time analytics 
capabilities reducing the number of ETLs needed or eliminating them altogether. Operational 
data can be kept in LeanXcale and can also be queried with pure analytical requests avoiding 
the need for traditional ETLs from operational databases to data warehouses. In today’s 
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modern architectures ETLs are estimated to account for 80% of the cost of current business 
analytics. 

 
(a) Before LeanXcale: Siloed operational DB and DW requiring ETLs 

 
(b) After LeanXcale: Single DB for both operational and analytical workloads 

Figure 2: Blending OLTP and OLAP 

2.  Architecture  
LeanXcale runs on commodity hardware either on-premise or in the cloud. Figure 3 depicts 
the architecture of LeanXcale in terms of subsystems. At the bottom, there is LeanXcales 
own proprietary storage engine known as KiVi. KiVi is an ultra-efficient distributed storage 
engine with both vector and columnar acceleration. Current commodity CPUs have vector 
registers and Single Instruction Multiple Data (SIMD) instructions that enable to apply an 
instruction to several data items at the same time. This feature originally only available at 
supercomputers is now available at current CPUs and it is leveraged by LeanXcale to 
accelerate query processing. KiVi has a storage model that is hybrid row-columnar. With 
the columnar storage analytical queries over columns with large number of columns that 
only accessing a small fraction of them can be significantly accelerated by avoiding the 
overhead of processing columns that are not needed for the query. 
KiVi is itself a scale-out distributed relational and key-value data store. In fact, LeanXcale 
relational tables can be accessed from both the SQL interface and the key-value interface. 
This dual interface is really convenient because data can be efficiently ingested at very 
high rates with very little resources by using the key-value interface. Also, simple range 
queries with predicates can be answered directly through the key-value interface in a very 
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inexpensive way. KiVi is integrated with our ultra-scalable transactional manager, what 
means that is a fully ACID key-value data store.  
On top of this, we have our distributed SQL query engine. The SQL query engine enables 
access to the data using SQL. It provides full SQL and a JDBC driver to access the 
database.  

 
Figure 3: Architecture of LeanXcale Platform 

 

1.2  Query Engine 
The Query Engine is the component that is able to take SQL queries and execute them. 
Technically, it transforms SQL queries into a query plan that is a tree of executable 
algebraic query operators over the datastore and that moves data across operators till 
finally producing the overall result requested by the original SQL statement. It consists of 
an SQL parser that builds the first execution plan, an SQL optimizer that transforms it to 
make it more efficient, and an SQL query engine that orchestrates the execution of the 
query plan. 

For analytical query operators, the query engine can parallelize the query operators 
leveraging OLAP workers in the different Query Engine components. This way, analytical 
queries are parallelized, and results can be gotten faster and more efficiently. 
 

1.3  Transaction Manager 
The transaction manager is in charge of guaranteeing the coherence of the operational 
data in the advent of failures and concurrent accesses. It provides the so-called 
transactions that is an abstraction that enable to bracket a set of data operations to request 
that they are atomic. This atomicity has two aspects. First, it is failure atomicity, meaning 
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that the whole set of operations has either effect in its entirety or it should be as it is was 
not executed. That is, the behaviour should all-or-nothing. This guarantees that the data is 
always consistent despite failures. For instance, that the wire transfer, either both 
withdraws from the origin account and deposits in the destination account or does not 
perform any of the updates. Second, it is synchronization atomicity. It lies in that is two 
transactions are executed concurrently the result should be equivalent to a sequential 
execution, that is, as one transaction is executed after the other.  
 
Transactions provide the so-called ACID properties: Atomicity, Consistency, Isolation and 
Durability. Consistency in the ACID properties is a property of the application, any 
transaction of the application should guarantee that given a consistent database, it should 
transform it into a new consistent database. That is, the application should be correct and 
starting from a coherent state of the database, it should update it in a way that preserve 
this coherence, typically represented as invariants expressed as integrity constraints. 
 
The transaction management layer consists of several components: 

1.1.1. Local Transaction Manager 

It is in charge of the life cycle of transactions and interfacing between the client side 
of the storage engine and the other transactional manager components. 

 

1.1.2. Commit Sequencer 

It is in charge of distributing commit timestamps to the Local Transactional 
Managers. 

1.1.3. Snapshot Server 

It provides the freshest coherent snapshot on which new transactions can be 
started. 

1.1.4. Conflict Managers 

They are in charge of detecting write-write conflicts among concurrent 
transactions. By detecting these conflicts, the LTMs can abort transactions 
that cannot enforce write isolation. 
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Each conflict manager takes care of a set of keys and there can be as many 
conflict managers as needed. They scale in the same way as hashing based 
key-value data stores 

1.1.5. Loggers 

The loggers are the components that log all transaction updates, called 
writesets, to persistent storage to guarantee durability of transactions. The 
logger subsystem is not built from a single logger process, but logger can be 
distributed in different processes to achieve better performance. 
 
Each logger takes care of a fraction of the log records. Loggers log in parallel 
and are uncoordinated. There can be as many loggers as needed to provide 
the necessary IO bandwidth to log the rate of updates. 

 
Loggers can also be replicated. 

 

1.4  KiVi Data Store 
KiVi is a full ACID and highly efficient Relational Key-Value datastore. It also supports 
Columnar Storage. 
 
It supports secondary local indexes and performs operations taking advantage of 
modern CPU’s vectorial SIMD operations. It is designed to get the most of current 
multi-core and NUMA architectures. Implements a novel data structure that combines 
the advantages of B+Trees for range queries and the ones of LSM-Trees for random 
updates and inserts. 
 

1.4.1. KiVi Metadata Server 

This is the component that keeps the metadata information and coordination among 
different KiVi Data Stores. 
 

1.5  Other Components 
There are two additional components that make global functions that serve the rest. 
 
Config Manager: It manages system configuration and deployment information. It also 
monitors the other components 
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Zookeeper: It is a centralized replicated service for maintaining configuration information 
and providing distributed synchronization and group services. LeanXcale data 
management uses zookeeper for coordination among components and to keep 
configuration information and the health status of each of them. 

 

1.6  Concepts 
It is very important to understand some of the concepts behind Lx-DB. You might be 
familiar with some of them because most of them are common to all databases, but in 
this short summary we are trying to set the basic concepts you will find referred across 
the document and explain how Lx-DB deals with them. 
 

1.6.1. Transactions 

A transaction is a set of one or more SQL statements that make up a logical unit of 
work that you can either commit or roll back and that will be recovered in the event 
of a system failure. 
 
Transactions are usually described as ACID. ACID is the acronym used to describe 
the four properties of an enterprise level transaction: 
 
ATOMICITY: All operations part of a transaction should be done or undone 
completely. In the event of a failure before the transaction is finished, all operations 
and procedures should be undone, and all data should rollback to its previous state. 
 
CONSISTENCY: a transaction should transform a system from one consistent state 
into another consistent state. 
 
ISOLATION: each transaction should happen independently of other transactions 
occurring at the same time. 

DURABILITY: Completed transactions should remain permanent, even when there 
is a system failure right after completion. 

LeanXcale DB transaction management is based on a patented radically new 
approach to transactional processing that is able to provide transactional data 
consistency while being able to scale out to large numbers. We achieve such 
transparent and scalable transaction processing obeying stringent response time 
requirements by introducing a wide range of innovations. Firstly, we decouple the 
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visibility of updates from atomic commit. Any form of complex and time-consuming 
coordination among components, such as a 2-phase commit protocol, is avoided. 
Instead, transactions can commit fast and in parallel without compromising 
consistency. Secondly, we decompose and distribute the various transactional tasks, 
scaling them up individually. Finally, we introduce asynchrony and message batching 
as much as possible. Asynchrony enables that most of the messing processing is 
outside the scope of transactions; batching keeps the overall number of messages in 
bay. 
 
Our concurrency control mechanism is based on snapshot isolation, as its advantages 
for conflict avoidance compared to locking and two-phase-commit based approaches 
have been well established both for traditional relational database systems as well as 
transaction solutions on top NoSQL databases. 
 

1.6.2. Isolation Levels 

The “I” in ACID stands for Isolation, but transactional systems allow different isolation 
levels. The following link at Wikipedia provides a good description of Isolation levels: 
 
Most databases allow for setting different isolation levels and use READ_COMMITED 
as default isolation level. 
 
Lx-DB only supports two isolation levels: READ_COMMITTED and Snapshot Isolation 
as Serializable, provide read consistent view of the database to all transactions and is 
the most restrictive isolation level. 
 
However, if you are used to READ_COMMITED, you may expect a different behaviour 
when using Snapshot Isolation. 
 

1.6.3. Commit 

Lx-DB does not use two-phase commit since it creates a lot of contention, it is not 
scalable and multiplies by a number of times the number of forced writes required for 
logging, what results in prohibitive amount of IO bandwidth. Lx-DB uses a novel and 
patented distributed approach to commit transactions at very high rates without any 
single-node bottleneck and contention point. At a very high level, we differentiate three 
stages in the commit process: 

• Durable: The information of the transaction is logged and the commit is 
guaranteed to be recoverable. 
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• Persisted: The information related to the transaction is persisted in the 
datastores. 

• Visible: The information is available to be seen by any transaction accessing it. 
 

1.6.4. Session Consistency 

Session consistency determines the consistency that a session observes across the 
transactions it commits sequentially. The feature most wanted in session consistency 
is read-your-own-writes, where a session typically wishes that if it commits an update 
transaction the next transaction should observe the updates previously committed. Lx-
DB has two Session Consistency modes. It can get back control to the client session 
when the commit is durable and all checks are done so it can continue with any 
activities and be more efficient or can wait until the commit is fully completed. 
 
Both session consistency modes provide guaranteed monotonic reads and writes and 
ability to read your own writes. 
 
The first mode is “session consistency with local visibility” mode. It returns the control 
back when durability is guaranteed, but before the updates are globally visible, 
although they are visible to the session. Thus, it provides full transactional isolation 
and read-your-own-writes for a session while offering the lowest latency for starting 
new transactions (there is no delay in starting a new transaction). 
 
The second mode called “session consistency global visibility” mode. This mode is 
more conservative and delays the start of a transaction till the updates of the previous 
update transaction are globally visible. So in this mode, after committing an update 
transaction, a small delay can be observed in the start of a new transaction. 
 
Any database recommends performing batch inserts and do: 
 

Instead of 

 

INSERT 1 
INSERT 2 
COMMIT 

INSERT 1 
COMMIT 
INSERT 2 
COMMIT 
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Lx-DB is not different in this regard. Batch inserts are recommended, and this is 
especially true if session consistency global visibility is activated. 
 

1.6.5. Snapshot Isolation 

Snapshot Isolation is an isolation level used by most modern databases and some old 
ones such as Oracle. Snapshot isolation is implemented by means multi-version 
concurrency control (MVCC). The reason why developers are very fond of Snapshot 
Isolation is that it avoids the contention between analytical queries and updates. It has 
a slight relation over serializability. Snapshot isolation thanks to multi-versioning 
provides full read consistency since transactions observe a fully consistent snapshot 
of the database as of the time they started. While at the same time the contention 
between reads and writes that serializable isolation inherently requires and currently is 
the default in most commercial RDBMS. Serializability basically results in high 
contention between the updates and queries that reads many rows (such as analytical 
queries).  
 
Snapshot isolation combines multi-version concurrency control and timestamps in 
order to avoid using locks that result in high contention, allowing a transaction to read 
a fully consistent snapshot of the data. Thus, a transaction is never blocked performing 
a read operation dramatically increasing the level of concurrency between reads and 
writes since they never conflict unlike with locking. In Snapshot isolation updated rows 
are timestamped at commit time with a commit timestamp. An updated row does not 
overwrite the previous version of the row, instead it creates a new version of the row 
timestamped with the commit timestamp. Upon the start of a transaction, a start 
timestamp Ts is assigned to the transaction that represents the snapshot of the 
database that the transaction will observe. That is, this particular transaction will 
observe the most recent version of the row with a timestamp lower or equal than Ts. 
When the transaction ends, the transaction will try to commit and will be assigned at 
that time a commit timestamp Tc. It should be noted that a transaction will only enter 
the commit stage if no other concurrent transaction has modified the same set of rows 
(i.e., a write-write conflict). From the moment a transaction is committed, all 
transactions starting after the commit completes will observe its modifications (what is 
called that the transaction is visible). After its inception, a given transaction will be able 
to observe all versioned objects up to Ts. 
 
The Snapshot Isolation criterion avoids all anomalies described in the ANSI SQL 
standard. Still it provides a slight lower isolation than serializability, in particular, there 
is an anomaly called write skew that can still occur although most applications will 
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never exhibit it, since it is a rare case in an application. A write skew occurs when a 
predicate has to be fulfilled over a set of rows and any of the rows can be modified. An 
example would be a customer with two bank accounts. Let us imagine that the bank 
allows any of the two bank accounts to be in red numbers as far as the global balance 
is positive, that is, the sum of the balance of both accounts is not negative. If the 
customer can withdraw from both accounts, it could be possible that is withdrawing 
money from the first account in parallel with another withdrawal from the second 
account. With Snapshot Isolation allows that if both withdrawals individually keep a 
positive global balance but joint result in a negative global balance, while with 
serializability concurrency between both will be constrained, one will be blocked and 
the situation will not happen. In LeanXcale we provide a mechanism to prevent write 
skew, that is a SELECT FOR UPDATE. Basically, when a predicate wants to be 
preserved across several rows and any of them can be modified, a SELECT FOR 
UPDATE will be executed over all the rows what will prevent the write skew as 
serializability does. 
 
Notice that Snapshot Isolation is highest isolation level found in modern RDBMS and 
some traditional ones such as Oracle, and for most applications Snapshot Isolation 
does not result in write skew. 
 
The following link from Wikipedia provides further information: 
https://en.wikipedia.org/wiki/Snapshot_isolation 
 
Also this image by Jim Gray (one of the fathers of transactional databases) is a 
simple way to explain it: 
https://msdnshared.blob.core.windows.net/media/MSDNBlogsFS/prod.evol.blogs.ms
dn.com/CommunityServer.Components.PostAttachments/00/02/67/81/68/serializable
_vs_snapshot.PNG 
 
The following reference is a very good paper to gain a deep understanding about 
Snapshot Isolation and Serializability and how Serializability can be enforced on top of 
a Snapshot Isolation database. 
 
[1] Alan Fekete, Dimitrios Liarokapis, Elizabeth O'Neil, Patrick O'Neil, and Dennis 
Shasha. 2005. Making snapshot isolation serializable. ACM Trans. Database Syst. 
30, 2 (June 2005), 492-528 
 

https://en.wikipedia.org/wiki/Snapshot_isolation
https://msdnshared.blob.core.windows.net/media/MSDNBlogsFS/prod.evol.blogs.msdn.com/CommunityServer.Components.PostAttachments/00/02/67/81/68/serializable_vs_snapshot.PNG
https://msdnshared.blob.core.windows.net/media/MSDNBlogsFS/prod.evol.blogs.msdn.com/CommunityServer.Components.PostAttachments/00/02/67/81/68/serializable_vs_snapshot.PNG
https://msdnshared.blob.core.windows.net/media/MSDNBlogsFS/prod.evol.blogs.msdn.com/CommunityServer.Components.PostAttachments/00/02/67/81/68/serializable_vs_snapshot.PNG
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1.6.6. Conflict Management 

In a database with Snapshot Isolation Conflict Management simply has to care about 
write-to-write conflicts at the row level. When two concurrent transactions try to modify 
the same row, one of the transactions is aborted. 
 
Locking-based databases lock rows causing other sessions to wait until the lock is 
released. Locks can result into deadlocks that the database system will handle by 
aborting one of the transactions.  
 
Lx-DB in order to even provide better latencies offer two modes for conflict 
management: synchronous or asynchronous. By default, Lx-DB manages conflicts 
asynchronously, that is the mode that lowers more transaction latency. This means that 
for a set of DML operations that are part of a transaction you are guaranteed that 
conflicts are resolved before COMMIT, but not necessarily when the SQL statements 
returns.  
 
In terms of development this means that you should always handle the Abort exception 
in any INSERT, UPDATE or COMMIT operation and act accordingly instead of relying 
on the database making the session wait until the lock is released from another session 
and taken for yours. In fact, if your application is fully correct it should handle the case 
of transaction abortion that can result due to the database resolved a deadlock or run 
out of resources, although it might more uncommon as an abortion due to a write-write 
conflict as with Snapshot Isolation databases like LeanXcale. 
 

1.6.7. Coding for Lx-DB Conflict Management 

Since conflicts are managed at the row level, conflicts are very unlikely (unless there 
are a lot of concurrent users and there is a very specific hot spot in the data model). 
However, the developer has to consider them. 
 
As an example, let us imagine you are building a web sales solution and have a screen 
where users do the final purchase reducing the stock. Next pseudo-code shows how 
to handle this situation with Lx-DB. 
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Since SQL transactions do not need to be explicitly started because the start is implicit 
when you connect or you finish (with COMMIT or ROLLBACK) the previous transaction 
and also considering that, when using SQL and JDBC, the Conflict is not an Explicit 
Exception, but a state of an SQLException. The first part in Java using JDBC would 
be: 

stockReserved = False 
while not stockReserved: 
    Start Transaction 
    Check there is stock 
    If there is no stock: Show a message for the customer and Return 
    TRY: 
        Reserve the stock 
        COMMIT 
        stockReserved = True 
    EXCEPTION CONFLICT: 
        #Someone was just trying to reserve the same item and there was a conflict 
        #Although Conflict means Abort/Rollback, explictily do Rollback to restart 
        #transaction and release resources to restart and keep trying to reserve 
        #Stock unless there is no stock 
        ROLLBACK 
    EXCEPTION OTHERS: 
        Manage other Exceptions 
#END of while 
 
Do the payment process 
 
If everything is OK: 
    stockUpdated = False 
    while not stockUpdated: 
        TRY: 
            Start Transaction 
            Update the stock 
            Send the order 
            COMMIT 
            stockUpdated = True 
        EXCEPTION CONFLICT: 
            #Someone was just trying to reserve the same item and there was a conflict 
            #Do nothing keep trying to reserve Stock unless there is no stock 
            ROLLBACK 
    #END while 
 
else #(something failed in the payment proccess): 
    #Undo stock reservation: 
    stockUpdated = False 
    while not stockUpdated: 
        TRY: 
            Start Transaction 
            Update the stock undoing reservation 
            COMMIT 
            stockUpdated = True 
        EXCEPTION CONFLICT: 
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By default, Conflicts are checked asynchronously which can yield a significant 
improvement in a distributed system. The only consideration for asynchronous conflict 
checking is when one needs to know which operation had the conflict, in which case 
you can resort to synchronous conflict checking. 
 

1.6.8. Defer checks 

As with conflicts, there are a set of checks that may be needed in statements and that 
require round trips. A typical case are INSERT statements that fail if there is another 
row with the same PRIMARY KEY or any UNIQUE INDEX already exists. On 
programmatic operations this means an overhead that you may not want to pay at each 
operation because those checks can be deferred to the point when you can batch 
several operations or do the COMMIT. 
 
By default, Lx-DB defers checks, but you can enable transactions, so checks are done 
synchronously. The main drawback when deferring checks is that it is difficult to know 
which specific operation checks are failing and, if several are failing you just have one 
input. 
 

1.6.9. Connection Modes 

When starting any JDBC connection you can define the connection mode. Basically, 
there are 3 connection modes: 

boolean stockReserved = false 
do { 
    try { 
        int nstock = getStock(connection, Item); 
        if (nstock == 0) { 
            throw new NoStockException("No Stock for " + Item); 
        } 
        updateReservedStock(connection, Item, nstock - 1); 
        CommitTransaction(connecction); 
        stockReserved = true; 
 
    } catch (SQLException sqlex) { 
 
        if (sqlex.getSQLState()!=null && Arrays.binarySearch(CONFLICT_STATE,sqlex.getSQLState()) >= 0){ 
            RollbackTransaction(connection); 
        } 
        else { 
            throw sqlex; 
        } 
    } 
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Interactive Mode: 
• The isolation level is READ_COMMITTED 
• Provides default session consistency 
• Conflicts are resolved synchronously for each operation 
• Checks are done synchronously for each operation 

 
This is a mode suited for a user connecting an interactive session, so any operation 
gives back any possible conflict/error as soon as possible. It is not designed for 
performance because the overhead of resolving synchronously for operations. 
 
If the user is running a big SQL SCRIPT probably the first times it is better to use this 
mode despite other modes can provide higher performance. 

RUN Mode: 
• The isolation level is Snapshot Isolation 
• Provides local session consistency 
• Conflicts are resolved asynchronously 
• Checks are deferred and done asynchronously 

 
This is the recommended mode for any program. 

Strong Mode: 
• The isolation level is Snapshot Isolation 
• Provides global session consistency 
• Conflicts are resolved asynchronously 
• Checks are deferred and done asynchronously 

 

1.6.10. Setting connection mode 

Setting the connection mode is a property of the connection. There are 3 possibilities: 
mode=manual 
mode=run 
mode=strong 
The default connection mode is manual 
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